1 W4t
BHREX—KkEFR, EHZEEN Qwen3.827B, Tl XtEBMHRIGBERM LT,

B, FEEE| RTX 4060 A7 /2 8188 MiB, fEFIAATL CUDA I, THZE LA 115 MiB, RN & R~IK5)
B2 FAHE 380 24, AIHZAENE 7600 MiB _E R, FBATFELEXNES R B AR AFT 131072
token A/INK KV %77, [FIREREEE 08 HHEFRIEE

Windows ) WDDM =255 1-2 GB WEAF, I WSL thge it 2, A PUX — YIRS EJR A Linux
AT,

1.1 BRI 45

FARUAAAZ Prism ML & AT Y Ternary-Bonsai —{H&E k.,

A — i E A HE R AR B R T aeiid S T B SR, B 3.5% 217 5 A,
JXA] DA K 200 MB £

mH, ASRANTE A RSS2 AN HAMTE S, IE AT DOE IS 45 8RR A 75 2R D HI M 60
MB,

Qwen FAUE H BPE tokenizer, A L2 —3KAMIE, Z5L ("un, "believable" -> "unbelievable")
XFh, FATTA] AE e AR AT, BIANESL. RICCZEH), REKESEEMNNET A
REEE, BR, XECIWIIEMERNERE, S, PRERR TR SCFES S TR
70%, FRLAUXFERIGASZ, vl DIN A IRSGEH R Kb T B XIS F M — 7 2188, Hae
FERRMF, SN un Y AIETE A E i IR M 2 LE S 1B s T

MERA S FFAE T, FFTEZEK tokenizer, EFR b, BPE HIFTHEEEMEFAE . gguf HITCEHEDIE
T, AR ESERX AN TeEE, RIS S HIERSILr . EEAITHRIE S 1 IAEX LA RLT 1,
A FSICBAER 2TH T,

XM token embedding FIH BRI A/ NG E 248320 x 5120, MR AMEAA 27B SEUE &Y
5% fcf, mHIERARHEETFE, token embedding 21E CPU HEHIKIK, Al ARMEMIER T k2
60000 PNA, FATAMED REER/D 60 MB, tHFLE 1%, TITIXZEAFZ(H 5K token g, FEHARE,

1.2 KV cache JE4i

FIAIARE], KV cache IRMETCHIERAE, EMHSSAEENMYT, HEEHRERKRE 6%, mHAKE
WA REAE HEFE A T ARAD, MEBRTE B TRI RS e — O A B ESE T FrAXSUEIEERD, &
TR

W2, BEMNFEISEREN, SERBRAKRGERA 5200 MiB LA M EEFE RN, PaitiH
llama.cpp HH U E/DNEN q4_0 A, SR S—EHRHE— MR, T2 T, G1E Google
PUFEaR iR T —MFEEOR, UAE turbo quant, BETE)JLF-ICHIEN FUES B EE 32 T
14 FIRERE, HAT llama FLERA LAY, Nt thA H il fork #8417, RFEFEMHOERIIT T,

1.3 8% llama.cpp H bug

Qwen F 48 NMERMETESZEM 16 MEGHITERE 1R, 2R, llama REEMER 20 ES 2 1923 H,
48 ENMEER—FLA 600 MiB, IXHHSE bug, BIGE AT RATHCABN), B IAERIFIHEFAE S
EiRE TR, HREREREA T,

AL, lama.cpp SAETHRTE I AINBRE T A 7R PG [ BALE — D ERIKE — AR fp1e B H, HA
q4_0, g8_0 PR {EARIEN native, MTFFLAER. AIEARN native HFATREM G HHIE T, ARE
ECHIBNRAZEI AT LT o BATTAT BN turbo3 L 19RE —1> IXFERLREFT & 2K 300 MB E4,

1.4 FlfEag
TR 2R WA IEREOR, WA MR —HERSI G, &E WHE MTP, EBRISNMEREIN
WNEAEEFN N — token, FPAMIME, RERIEAHE, nJRUINE 1.7 544, HI2RBETHFENN


https://aduhtkjm.github.io/posts/llm/llm-compression

176 1.4 GB, HIR MTP KIINEAREH HE 200 MB R, HREEFE—LL [T KV cache, MLkt
BHEUFEEZMMEEIRESHZE, B, MTP KEZHA T,

A Nlama 1 B T — S HAA TN, F2RET n-gram BN, EATRIPRINRC SRR @IS F1e
ik, TEZWSHEE T, XMW RIEAFHTE, MK FE2EMCHIRE, R4S
B EAF, RMERT UG 2.1 5 /54

--spec-type ngram-map-k,ngram-suffix \

--spec-ngram-suffix-n-max 48 \

--spec-ngram-suffix-max-factor 3 \

--spec-ngram-suffix-max-depth 32

it ngram-suffix R H llama REFHH PR, NE R4 E B ELRBR, RIEFREH, LA

EAEHFEIARM T, XZ2EREN, HRA—RIE, NEREMENHEZEE, X1 PR WEERTTHK
A, ISR T agent PAFIVIRZHAE RS, X EHBMAZE T BONIE, JH S
WH—FRRERIVETE, ANERIMTIXEIFEE, H 2.1 EHINEESBRAE T, MMIENLER prefill,
FJSTHHLE I T FlashAttention AHEHHH 300 t/s,


https://github.com/ggml-org/llama.cpp/pull/26283
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